Valid points and looks: Reliability and validity go hand-in-hand when improving infant methods

Martin Zettersten¹ | Ron Pomper² | Jenny Saffran³

¹Department of Psychology, Princeton University, Princeton, New Jersey, USA
²Center for Childhood Deafness, Language and Learning, Boys Town National Research Hospital, Omaha, Nebraska, USA
³Department of Psychology, University of Wisconsin-Madison, Madison, Wisconsin, USA

Correspondence
Jenny Saffran, Department of Psychology, University of Wisconsin-Madison, 1202 W Johnson St, Madison, WI 53706, USA.
Email: jenny.saffran@wisc.edu

Handling Editor: Moin Syed

Abstract
In this commentary, we suggest that infancy researchers should carefully consider validity when taking steps to improve reliability. Zooming in to focus on looking-time methods, we argue that limitations in validity represent perhaps an even more fundamental issue than reliability. At the same time, focusing single-mindedly on reliability comes with two possible pitfalls: maximizing reliability at the expense of construct validity, and overvaluing parental report measures compared to direct measures of infant behaviour. Finally, we articulate several promising avenues for improving validity in infant research: experimental and modelling efforts to characterize the functional relationship between measures such as looking time and infant cognition, using multiple measures to establish convergent validity, and improving our understanding of how measures vary across a broader set of stimulus characteristics.

KEYWORDS
infant methods, looking-time methods, reliability, validity, word recognition

Byers-Heinlein et al. (2021) do commendable work drawing attention to the importance of measurement reliability. In our commentary, we broaden the focus to include issues concerning validity. The goals of optimizing reliability and validity are intertwined—and may sometimes even conflict. While we focus on looking-time methods, many similar questions arise when considering other infant methodologies.
Reliability and validity are closely connected concepts. In psychological research, validity—whether or not conclusions drawn from a measurement are well-founded—can be difficult to ascertain, because most constructs are latent or unobservable and therefore cannot be measured directly. Reliability is often thought to be necessary, but not sufficient, to establish a measure’s validity (Flake et al., 2017). Although a measure without reliability will fail to consistently measure the intended construct, improvements in reliability cannot guarantee validity. Even a perfectly reliable measure does not necessarily index the construct that researchers are hoping to tap. Recent reviews have highlighted the absence of consistent construct validation practices in psychological science (Flake & Fried, 2020). These concerns are particularly acute in infant research (Kominsky et al., 2020).

To illustrate the problem of validity, consider studies in which infants are exposed to some to-be-learned material (such as a sequence of sounds) and preferential looking times to novel versus familiar stimuli serve as the index of learning (Saffran et al., 1996). Most analytic approaches treat looking time as a continuous metric, implicitly assuming that there is a meaningful relationship between the magnitude of individual infants’ looking-time preferences and learning—for example, that larger novelty preferences indicate greater learning (for a recent example, see Hoareau et al., 2019). However, our understanding of factors that determine the functional relationship between looking-time differences and underlying learning processes are limited (Aslin, 2007; Bergmann et al., 2013). Has an infant who shows a 1000 ms novelty preference learned the familiarization material better than—or perhaps even twice as well as—an infant who shows a 500 ms novelty preference? Note that this problem remains unsolved even if we assume (for argument’s sake) that we can measure individual infants’ preferences with perfect reliability. That is, even if we know with certainty that infant A will consistently show a larger novelty preference than infant B, it is not clear that this means that infant A is learning faster/more than infant B. Even if measurement reliability is vastly improved, fundamental questions about the interpretation and validity of infant looking methods will remain.

### 2 | POSSIBLE DANGERS OF FOCUSING TOO HEAVILY ON RELIABILITY

In principle, the twin goals of optimizing reliability and validity do not necessarily conflict. In practice, however, efforts to improve either of these measurement properties may lead to tradeoffs. We identify two possible pitfalls if researchers overzealously maximize reliability without careful consideration of validity (as also cautioned by Byers-Heinlein et al., 2021).

#### 2.1 | Reliable, but still valid?

In some cases, increasing reliability could come at the expense of deriving meaningful measures. To make this concern concrete, consider the target article’s important recommendation to increase trial numbers. While doing so will typically increase reliability, it also makes the task more taxing. In addition to the construct of interest, many infant behavioural measures capture how readily infants continue to engage with the task over time. Taken to its extreme, a task with many, many trials may become a highly reliable measure of individual differences in infants’ willingness to continue to stick with the task, rather than the targeted cognitive ability (see DeBolt et al., 2020 for practical guidance on trial numbers).

Another example comes from recent work on improving reliability in looking-while-listening measures of infant word recognition (Zettersten et al., 2021). These tasks track eye movements to quantify accuracy in fixating on a target referent after it is named (e.g., *Find the book*). Recognition accuracy has typically been measured during a short time window immediately after the onset of the target word (e.g., 300–1800 ms), based on the rationale that
fixations later in the trial are less likely to be driven by the spoken target word (Fernald et al., 2008). A recent reanalysis of a large number of datasets demonstrated that longer time windows (e.g., extending up to 3000–4000 ms) may instead serve as better default windows of analysis, because they tend to maximize inter-item reliability. However, this approach also raises important questions about construct validity: to what extent do accuracies computed from longer windows still capture target word recognition? By including looking behaviour several seconds after the onset of the target label, dependent variables will measure not only infants’ lexical processing, but also their tendency to sustain attention on a single picture (and visual disengagement in general; see Venker, 2017, for an example). More generally, taking steps to increase reliability must be carefully weighed to ensure that they do not come at the expense of measuring the desired construct of interest.

2.2 | Throwing the baby behaviour measures out with the bathwater

Another concern is that focusing primarily on reliability may lead us to overvalue certain types of measurements—namely, ones with the highest reliability—even if they lack validity as measures of our construct of interest. In particular, developmental measures that rely on adults reporting on child behaviours may come to be valued at the expense of measures of children’s behaviour itself. Adult-based measures will typically exhibit superior reliability properties relative to measures of young children’s behaviour. For example, parental report measures (such as the MacArthur-Bates Communicative Development Inventories) have high rates of test–retest reliability ($r > 0.8$ for multiple measurements within a retest range of several months; Frank et al., 2021) that will be difficult to attain for measures based on children’s behaviour, even if measurement practices for child behaviour are improved. However, in some cases, parental report may provide a less valid measure of children’s abilities. For example, parental report underestimates infants’ comprehension of specific words as revealed by more sensitive looking-time measures (Bergelson & Swingley, 2012; Houston-Price et al., 2007; Venker et al., 2016). For many research purposes, we would not want to consider parental report to be superior to infant behavioural measures on the basis of reliability properties alone.

3 | PATHS TO IMPROVING VALIDITY

One step towards improving both reliability and validity of gaze-based measures is to deepen our understanding of the factors that systematically predict looking behaviour. Several current lines of work illustrate promising avenues towards this goal. Recent projects have begun studying whether the strength of learning shapes the magnitude of looking-time differences (Zettersten et al., 2020). Improved modelling techniques have begun to parse the components that shape infants’ looking behaviour in a more fine-grained manner (McMurray, 2020; Plantadosi et al., 2014; Poli et al., 2020). Efforts to combine pre-existing data into large-scale databases give us sufficient power to systematize our understanding of the measurement properties of looking-time data (Zettersten et al., 2021; Zettersten, Yurovsky, et al., 2022). Finally, large-scale multi-site efforts such as the ongoing ManyBabies5 project can help us understand the degree to which variance in looking time is predicted by properties of participants (e.g., age) and properties of the task design (e.g., familiarization time). Together, efforts of this kind promise to substantially improve our understanding of the link between looking-time measures and infants’ cognitive processes.

Another key step towards solidifying the construct validity of infant measures is developing converging evidence across multiple measures (Havron, 2022; LoBue et al., 2020). When multiple measures targeting the same construct converge on similar conclusions, it increases confidence that we are measuring what we intend to measure. Inspiring examples using multiple measures include efforts combining looking-time methods with manual exploration to study curiosity (Perez & Feigenson, 2022; Stahl & Feigenson, 2015) and measuring infants’ attentional profile using both looking time and heart-rate variability (Richards, 1987; Wass et al., 2018).
A third avenue is improving our understanding of how infant behaviour varies across stimuli. Infant designs often suffer not only from a limited number of trials but also from small item sets, limiting our ability to derive generalizable conclusions (Yarkoni, 2022). For example, the vast majority of looking-while-listening studies test infants’ ability to recognize a small set of familiar words (e.g., dog) given prototypical exemplars of each word (e.g., Golden Retrievers). Manipulating stimulus properties parametrically (Pomper et al., 2021; Pomper & Saffran, 2019; Zettersten, Weaver, & Saffran, 2022) and establishing greater variety in stimuli through large-scale data collection (Visser et al., 2022; Zettersten et al., 2021) can help establish effects of cross-stimulus variability and improve our understanding of the factors driving infant behaviour.

4 | CONCLUSION

To some, the path ahead for infant measures may appear daunting. Improving the psychometric properties of infant methods is hard. However, this is a particularly exciting time in infant research. With large-scale empirical investigations and continual improvements in analytic techniques, the field has never been so well-positioned to tackle the questions that have challenged us for over 60 years—what's in an infant's look? (Aslin, 2007; Fantz, 1964; Haith, 1998). We hope that researchers will continue to embrace the difficulty of reliable and valid measurement in infant behaviour and cognition.

AUTHOR CONTRIBUTIONS

Martin Zettersten: Writing – original draft; writing – review and editing. Ron Pomper: Writing – original draft; writing – review and editing. Jenny Saffran: Writing – original draft; writing – review and editing.

ACKNOWLEDGEMENTS

We thank Jessica Kosie and Casey Lew-Williams for feedback on an earlier version of this manuscript, and members of the UW-Madison Infant Learning Lab (past and present) for many useful conversations about these issues.

PEER REVIEW

The peer review history for this article is available at https://publons.com/publon/10.1002/icd.2326.

DATA AVAILABILITY STATEMENT

Data sharing is not applicable to this article as no new data were created or analyzed in this study.

ORCID

Martin Zettersten https://orcid.org/0000-0002-0444-7059
Ron Pomper https://orcid.org/0000-0001-5595-4192
Jenny Saffran https://orcid.org/0000-0003-3749-8773

REFERENCES


McMurray, B. (2020). I'm not sure the curve means what you think it means: Toward a [more] realistic understanding of the advances in Methods and Practices in Psychological Science.

McMurray, B. (2020). I'm not sure the curve means what you think it means: Toward a [more] realistic understanding of the advances in Methods and Practices in Psychological Science.


---

**How to cite this article:** Zettersten, M., Pomper, R., & Saffran, J. (2022). Valid points and looks: Reliability and validity go hand-in-hand when improving infant methods. *Infant and Child Development*, e2326. https://doi.org/10.1002/icd.2326